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Transparency Is Key:
Introducing Cisco Responsible AI
AI-based solutions may contain bias.
Here’s how you can reduce risk.
Artificial Intelligence (AI) and machine learning (ML)
technologies are increasingly pervasive in a wide range
of technology provider solutions. Chief Information
Officers (CIOs) and other technology decision makers
must prepare their organizations to properly evaluate
and adopt these new AI-enriched technologies into
their technology stacks. Some providers offer direct
access to AI-enabling Application Programming
Interfaces (APIs) and Software Development Kits
(SDKs), while others embed AI technologies into a
wide range of solutions, including cloud, collaboration,
networking, and security.
Gartner Research recently published “Innovation
Insight for Bias Detection/Mitigation, Explainable AI
and Interpretable AI” with guidance that “data and
analytics leaders must understand responsible AI”
to “facilitate understanding, trust and performance
accountability required by stakeholders.” The following
introduction to Gartner’s report provides an overview
of Cisco’s approach to responsible AI governance.

Evaluating Responsible AI Governance
Frameworks
As AI technologies evolve and are applied to more
solutions, organizations are faced with new challenges
that affect customers, users, and other stakeholders.
These challenges require a thoughtful and responsible
approach to innovation. The onus is primarily on

CIOs to evaluate technology provider solutions
thoroughly–especially those with AI components–to
manage potential bias or inappropriate use of these
technologies.
Fortunately, AI best practices are now emerging, providing
CIOs and their technology decision makers a consistent
way to evaluate technology providers and establish
internal governance and regular reviews of learning
models to identify and mitigate potential bias.
Gartner’s report recommends for CIOs to:
■

“Evaluate your use of AI and ML models from diverse
stakeholder perspectives and determine how best
to reveal details about their model creation and
deployment activities to the public, employees,
regulators, and practitioners of AI.”

■

“Evaluate your own data and that from third parties
for bias – both inherent in the data and in model
algorithms and output – and take measures to
mitigate the bias.”

CIOs not only need to assure themselves that AI has been
used responsibly and without bias. They also need to find
ways to impart that information to their end users and
customers.
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Technology Providers Have a Responsibility to
Their Customers
Technology providers – whether they offer AI as a service
or embed it into their solutions – can help inform and
prepare CIOs to evaluate AI-based solutions. Best-inclass technology providers can empower CIOs to identify
how AI is used and governed in their solutions and
transparently share this with their customers, which leads
to earning and maintaining customer trust.
AI models are typically trained on data sets and automate
the production of insights that can influence decisions
and actions. This approach introduces potential issues,
including bias, that can arise from inequitable or
incomplete training data sets. Additionally, some models
derive output and insights that are based on machinegenerated processes, limiting visibility to the underlying
algorithm. These challenges are known to the industry,
and there are continuous advances in AI that may
address some of these concerns.
There are many considerations for decision makers as
they plan for the responsible application and use of AI.
Gartner identifies the following areas:
■

■

On a conceptual level, decision makers need to
consider the overall potential impact of AI, and
how to use it in responsible, trustworthy, and
transparent ways.
On a practical level, they need to think of governance,
in terms of data acquisition and evaluation/
preparation, and model building, operationalization

and monitoring. Not only in how their solution
acquires, evaluates, and prepares data, but also in
how they build, operate, and monitor AI models.
Accountability is another critical element of
responsible innovation. Technology providers must be
accountable to handle incidents of potential AI bias
when they occur, make them right, and communicate
the outcome when necessary.

How Cisco Can Help: The Responsible AI
Initiative
At Cisco, we are committed to managing AI
development in a way that augments our focus on
security, privacy, and human rights. That’s why
we developed the Responsible AI initiative, which
includes a governance framework that guides internal
development, application, and use, while providing
a vital communication channel with our customers,
partners, industry, and related organizations.
The Responsible AI Framework is a set of processes,
controls, and organizational support designed to
guide and advance the practice of Responsible AI. The
framework comprises:
■

Guidance and Oversight by a committee of senior
executives across Cisco businesses, engineering,
and operations to drive adoption and guide leaders
and developers on issues, technologies, processes,
and practices related to AI
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Cisco is committed to managing AI development in a way that
augments our focus on security, privacy, and human rights.
■

Lightweight Controls implemented within Cisco’s
Secure Development Lifecycle compliance
framework, including unique AI requirements

■

Incident Management that extends Cisco’s existing
Incident Response system with a small team that
reviews, responds, and works with engineering to
resolve AI-related incidents

■

■

Industry Leadership to proactively engage,
monitor, and influence industry associations
and related bodies for emerging Responsible AI
standards
External Engagement with governments to
understand global perspectives on AI’s benefits
and risks, and monitor, analyze, and influence
legislation, emerging policy, and regulations
affecting AI in all Cisco markets.

This initiative leverages these processes to embed
Security by Design, Human Rights by Design, and
Privacy by Design throughout the AI solution’s lifecycle
and its application and use in Cisco’s solutions,
services, and enterprise operations.
The Responsible AI initiative is based on principles
that are consistent with Cisco’s operating practices
and directly applicable to the governance of AI
innovation. These principles – Transparency, Fairness,
Accountability, Privacy, Security, and Reliability – are used
to upskill our development teams on responsibility by
design and are mapped to controls in the Cisco Secure
Development Lifecycle. We use these principles to

identify and mitigate potential risks of the AI solutions
the teams build and implement. Each principle also
includes concrete working practices and empowers
customers to participate in a continuous cycle of
feedback and development. We strive to meet the
highest standards of these principles when developing,
deploying, and operating AI-based solutions.

Demand Transparency and Accountability When
Deploying AI
As CIOs and technology decision makers evaluate
AI-based solutions, responsible use of the technology
must remain a priority. Every organization depends on
transparency and accountability from their providers –
in terms of the way AI is applied, used, and governed
– so that any potential responsibility risks can be
identified and mitigated.
As a leading technology provider, Cisco is committed
to maintaining a responsible, fair, and reflective
approach to the governance of AI technologies, based
on applying suitable policies, controls and processes,
and through training, review cycles and continuous
learning. By providing governance and oversight so
that our solutions respect responsible principles,
maximize human rights benefits, and mitigate
potential harms, we’re striving to foster a more
inclusive future for all.
Learn more about Cisco’s approach to Responsible
Innovation at the Cisco Trust Center.

Source: Cisco

Research from Gartner

Innovation Insight for Bias Detection/
Mitigation, Explainable AI and
Interpretable AI
Data and analytics leaders must understand responsible
AI and the measurable elements of that hierarchy
— bias detection and mitigation, explainability, and
interpretability. Supporting these practices facilitates
understanding, trust and performance accountability
required by stakeholders.

Overview
Key Findings
■

The growing use of artificial intelligence (AI) and
machine learning (ML) has increased concerns
about the use of these models in ways that impact
individuals without them knowing how models work.

■

There is much discussion but little consensus about
what constitutes explainable and interpretable AI
among practitioners of AI.

■

A combination of bias detection/mitigation tools
and explainable and/or interpretable AI tooling are
an important part of what is needed to establish
trust in AI.

■

“Black box” models such as those that use
deep neural networks cannot be mathematically
explained, but can be interpreted so that
stakeholders know how they work and what to
expect in terms of their predictions.

Recommendations
As a data and analytics leader responsible for AI,
you should:
■

Evaluate your use of AI and ML models from diverse
stakeholder perspectives and determine how best
to reveal details about their model creation and
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deployment activities to the public, employees,
regulators, and practitioners of AI and ML.
■

■

Take a position not only on responsible use
of AI, but also on the use of explainable and
interpretable AI, to explain how models operate,
when possible, and how their output can be
interpreted by regulatory organizations, business
stakeholders and the public.
Evaluate your own data and that from third
parties for bias — both inherent in the data and
in model algorithms and output — and take
measures to mitigate the bias.

Strategic Planning Assumptions
By 2025, use of all AI and ML models that directly and
significantly impact people will be strictly monitored
by most regulatory agencies in developed economies.

Figure 1. The Layers of Responsible AI

d

By 2023, all personnel hired for AI development
and training work will have to demonstrate an
understanding of ethical considerations of AI to
ensure responsible development of AI.
By 2024, 60% of AI providers will include a means to
mitigate possible harm as part of their technologies.

Introduction
Data and analytics leaders must consider many layers
when planning for the responsible use of AI in the
business. Some of these layers are conceptual and
define the behavior of the organization when it comes
to the use of AI. Other layers are practical and make
organizations accountable for the models they employ.
The overarching layer is responsible AI, beneath which
are layers such as trustworthy AI and transparent AI
(see Figure 1).
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In order to ensure responsible use of AI, the full model
development and deployment pipeline must be trustworthy.
In order to earn trust, an organization must be
transparent about its use of AI. This transparency
includes the data that is used to train AI models and
extends to the data preparation and enhancement,
including the detection and mitigation of bias.
Responsible AI also includes operationalization of
the model and the stated purpose of the model. For
models that directly impact individuals, more practical
elements are needed. These practical tools will provide
the accountability needed to facilitate responsible AI.

Fairness is often subjective in nature and cannot
be equated to a lack of bias.
■

Explainable AI — A description of the elements
that facilitate the creation of the AI or ML model,
including the algorithm used, the parameters of
the model, and the weightings associated with the
parameters that most influence a given output of
the model. Explainable AI targets the technical
professionals that can assess the process used
to construct the models. It is important to note
that some black box models such as the random
forest and deep neural network models cannot be
explained, but they, like all types of models, can
be interpreted.

■

Interpretable AI — The ability to facilitate
understanding of the output of the AI or ML
model in a manner that describes the output of
a model in terms that reflect the perception of
the various stakeholders. There may be multiple
interpretations of the model’s output depending
on the perspective of the different stakeholders.

Description
Currently, there is no consensus on the definition of
explainable or interpretable AI, or the elements of
which either is composed. In an effort to contribute
to the development of a consistent position on
model explainability and interpretability, Gartner
has leveraged the work of the National Institute of
Standards and Technology (NIST). In its document,
Psychological Foundations of Explainability and
Interpretability in Artificial Intelligence, NIST defines
explainable AI and interpretable AI and offers its
rationale for defining and using these terms.
In order to align with and reinforce the NIST proposal,
Gartner offers the following definitions for explainable
AI and interpretable AI, in addition to defining bias
detection and mitigation:
■

Bias detection and mitigation — The mitigation or
removal of measurable harm in AI or ML models.
This mitigation can be applied to the data used
to train a model, or in the model algorithms to
correct for bias present in the data. Fairness goes
beyond bias detection and mitigation and includes
consideration of other factors in populations.
Some bias can be positive and intentional.

Explainable AI and interpretable AI are specific to a
given model. For models that have a significant impact
on individuals, businesses must be able to explain
how the model works to technical professionals who
are involved in validating the model. These validation
professionals should be separate from the creators
of the model. Additionally, the output of the models
developed and deployed must be interpretable
for stakeholders or regulators that seek an
understandable description of how and why the model
is used. An example is a model that evaluates the
creditworthiness of an individual applying for a loan,
where many factors contribute to the score that is the
output of the model. Further explanation of the way
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that the parameters interact to determine the output
of the model, and a description of the algorithms
used to build the model, add value to this capability.
Organizations must also demonstrate that the data
selected to build the models was evaluated for harm
and that bias was mitigated to the degree possible.
This mitigation can be done by supplementing or
adjusting the data used to train the model or by
adjusting the parameters of the model to compensate
for bias in the data. This combination of explainability,
interpretability, and bias detection and mitigation
contributes to the trustworthiness in the use of AI
models by the business. Developing and deploying
models that have these three characteristics is a best
practice for businesses using models that have a
significant impact on individuals.
As we move from conceptual to practical explanation
and interpretation of AI and ML models, it is
important to take into consideration the model
pipeline. The pipeline begins with data acquisition.
Once the data is acquired, then we move on to
evaluation and preparation of that data for use in AI
or ML models. This can include feature engineering,
which allows AI teams to add extra metadata and
derived features to the dataset.
Next is the model-building activity. Once the model
is built, including testing and validation, it can be
deployed and operationalized. Once the model is
deployed, its impact becomes clear and it must still
be explainable after deployment and interpretable
whenever possible. All of the steps in the model
pipeline must be well documented to ensure trust in
the process used to build and operate the models that
the business creates.

Benefits and Uses
There is significant concern in government, society and
business about the use of AI. Stories abound about the
risks associated with AI, as well as its potential impact
on the future of work. All of this has resulted in much
wariness surrounding AI use in modern society.
The resulting mistrust extends to organizations that
use AI, especially those organizations using black box
models — that is, models whose workings cannot be
explained. As noted previously, the responsible use of
AI requires a degree of transparency about how AI and
ML models are being created and how they are being
deployed and used.
There are a number of AI tools available that focus
on detecting and mitigating bias, and that are
unique, stand-alone offerings. These include vendors
such as Fiddler and Arthur. Vendors with a focus on
explainable AI include Kyndi, DreamQuark and Abzu.
There are also open-source algorithms such as SHAP
and LIME, which are the basis of several tools that
target explainable AI. Bias detection tools such as
REVISE, FairML and TruEra are also early entrants
in this market. Additionally, many of the platform
vendors such as Google, Amazon, Microsoft and IBM
have tools and frameworks. Open-source fairness
frameworks include AI Fairness 360, Fairlearn and MLfairness-gym to identify bias.
As regulatory efforts gain momentum around the use
of AI and ML models, and an ever- increasing set of
regulations around privacy and access to personally
identifiable information (PII) emerge, data and
analytics leaders will need to ensure that the models
they build and deploy are explainable and interpretable
often, in order to comply with these regulations. This
is especially true for regulated industries, but will
likely extend to other industries and the public sector.
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Risks

■

Take a position not only on responsible use of
AI but on explainable AI, interpretable AI, and
bias detection and mitigation, in order to explain
specific model outputs to regulatory organizations,
business stakeholders and the public at large.

■

Plan for explainable AI, interpretable AI and bias
standards that evolve as the technology used to
create AI and ML models improves.

There are trade-offs inherent in the implementation
of AI that are only interpretable, but not explainable.
They include:
■

A potential reduction in model accuracy — Some
algorithms that are black box models, where the
workings of the models are opaque, may deliver
more accurate output.

■

Dataset constraints — Some datasets may be
difficult to evaluate for bias and their ability to
mitigate these conditions. This may impact the
models that you can create or limit the use cases
to which you can apply models.

■

Lack of standards for explainable and
interpretable AI, and for bias detection/mitigation
— There is no consistency in the dfinition of
these elements. As a result, expectations in
these domains are likely to change or evolve over
time, and implementations of the principles
underpinning them across organizations’ models
are likely to be unevenly applied.

Evidence
Increasing numbers of companies are demanding
explainability and interpretability for models
where they can answer both how a model works
internally and why a model produced a specific
output. Additionally, increasing numbers of ML
platform providers are offering bias detections and
explainability as features of their platforms.
Regulatory proposals are emerging such as:
■

Proposal for a Regulation of the European
Parliament and of the Council Laying Down
Harmonised Rules on Artificial Intelligence
(Artificial Intelligence Act) and Amending Certain
Union Legislative Acts, European Union.

■

Legislation Related to Artificial Intelligence,
National Conference of State Legislatures (NCSL).

Recommendations
Data and analytics leaders should:
■

Evaluate their use of AI and ML models from
several perspectives and determine what to
reveal about their model creation and deployment
activities to the public, employees, and
practitioners of AI and ML.

Source: Gartner Research G00720014, Van Baker, Svetlana Sicular,
Avivah Litan, Erick Brethenoux, 9 February 2022
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